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Abstract. This paper studies two network design problems whose goals
are to find a tree that minimizes the maximum degree. First is the Mini-
mum Degree Group Steiner Tree problem (MD-GST), where we are given
an n-vertex undirected graph G(V,E), and a collection of p subsets of
vertices called groups {gi}i∈[p], and the goal is find a tree that contains
at least one vertex from every group gi while minimizing the maximum
degree. Second is the Minimum Degree k-Steiner Tree problem (MDkT),
where we are given an n-vertex undirected graph G(V,E), a set of p ter-
minals and a number k < p, and the goal is to find a tree that spans at
least k terminals while minimizing the maximum degree.
We study these two problems when an input graph has bounded treewidth.
We present an O(log4 n/ log log n) approximation algorithm for MD-
GST on bounded treewidth graphs and showed that the latter prob-
lem, MDkT, can be reduced to MD-GST via a blackbox reduction that
loses only an extra O(logn) factor in the approximation ratio. This gives
an O(log5 n/ log logn)-approximation algorithm for MDkT on bounded
treewidth graphs.

Keywords: Approximation Algorithms · Minimum Maximum Degree ·
Steiner Tree Group Steiner Tree · Bounded Treewidth.

1 Introduction

Designing a communication network in which each node has small number of
neighbors, say small degree, has been an active topic of research for decades
as it has a wide range of applications, especially, in load balancing problems.
A communication tree that minimizes the maximum degree has been employed
in broadcasting network [25], P2P Streaming [21], VLSI routing and the newly
emerging three dimensional VLSI technologies; see, e.g., [27]. In this paper, we
study two natural formulations of this problem, namely the Minimum Degree
Group Steiner Tree and the Minimum-Degree k-Tree problems.
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In the Minimum Degree Group Steiner Tree problem (MD-GST), we are given
an n-vertex undirected graph G(V,E), a collection of p groups {gi}i∈[p], which
are subsets of vertices gi ⊆ V , and the goal is to find a tree that contains at
least one vertex from each group gi while minimizing the maximum degree. In the
Minimum-Degree k-Tree problem (MDkT), we are given an n-vertex undirected
graph G(V,E), a collection S ⊆ V of p terminals and a number k < p, and
the goal is to find a tree spanning at least k terminals while minimizing the
maximum degree.

The latter problem is also known in the context of online algorithms as the
network design problem with outliers, which means that we are allowed to cast
aside some terminals in order to (dramatically) reduce the cost of constructing
the network. For example, consider the case where k terminals are connected by
zero (or cheap) cost edges, while edges connecting to other p− k terminals have
very huge costs. Then one would prefer to ignore these p−k terminals (provided
that this option is available for us). Nevertheless, having the flexibility of con-
necting only k terminals leads to a harder problem. In particular, while most
network design problems on undirected graphs admit a constant factor approx-
imation algorithms, a basic question such as the k-Steiner Forest problem is at
least as hard as the Densest k-Subgraph problem [13] and thus do not admit an
no(1)-approximation algorithm unless the Gap-Exponential Time Hypothesis fails
[23]. In addition, the famous Iterative Rounding Method, which yields a constant
factor (bi-criteria) approximation algorithms for many network design problems,
including those with degree constraints, tends to fail when the objective is to
select only k < p terminals; please see the discussions in [19].

1.1 Our results

The theorems below summarize the results in this paper. We remark that we
are focusing on developing combinatorial and practical approximation algorithm
that avoids using linear programs.

Theorem 1. Suppose MD-GST admits a ρ-approximation algorithm. Then the
MDkT admits an O(log n) · ρ-approximation algorithm.

Theorem 2. The MD-GST problem admits a combinatorial O(log4 n/ log logn)-
approximation algorithm on bounded treewidth graphs.

Theorem 3. The MDkT problem admits a combinatorial O(log5 n/ log log n)-
approximation algorithm on bounded treewidth graphs.

Our blackbox reduction in Theorem 1 applies to the Minimum-Degree vari-
ants of several network design problems, e.g., the Covering Steiner Tree problem
[8] and the Polymatroid Steiner problem [4]. This allows us to derive approx-
imation algorithms for these problems via a reduction to MD-GST by paying
an extra factor O(log n) in the approximation ratio. We remark that our algo-
rithm gives a Õ(

√
n)-approximation algorithm for MD-GST on planar graphs;

however, it is highly likely that one would exploit special structures of planar
graphs to get a much better approximation ratio.



Min-Degree Group Steiner Tree on Bounded Treewidth Graphs 3

1.2 Related work

Minimum Cost Group Steiner Tree (Min-GST): The Min-GST problem has the
same settings as MD-GST except that an input graph has costs on edges, and
the goal is to find a minimum-cost tree that spans all the groups instead of
minimizing the maximum degree. The Min-GST problem admits an O(log3 n)-
approximation algorithm via a combination of tree-rounding algorithm [11] and
the probabilistic metric-tree embeddings [3, 9]. In particular, [11] presented an
O(log2 n)-approximation algorithm for the case that an input graph is a tree,
and for general case, one may embed an input graph into a tree distribution
using the result in [9], which incurs a factor O(log n) in the approximation ratio.
The approximation ratios for the tree case almost matches the bound of log2−ε n
due to [14], assuming NP,ZPTIME(npoylogn).

It has been a folk-lore that the algorithm in [11] also yields an approximation
algorithm for MD-GST when the input graph is a tree; however, the probabilistic
metric-tree embedding is not applicable to MD-GST. It has been a long standing
open problem whether there exists a non-trivial approximation algorithm for
MD-GST.

Network design with degree bounds: In the Steiner Network problem, we are
given a graph G(V,E) with edge-costs {ce}e∈E and a collection of demands
{di,j}i,j∈V , for every two vertices i and j. The goal is to find a minimum cost
subgraph H ⊆ G that contains at least dij edge-disjoint paths between i and
j. This problem has been studied for a decade, leading to a 2-approximation
algorithm by Jain [15] via the iterative rounding method.

The study of the Steiner Network problem with degree bounds is initiated
in [18] and later studied in [22, 20]. In this bounded-degree variant, we are addi-
tionally given a degree bound Bv for each vertex v ∈ V , the solution subgraph
H ⊆ G has to satisfy all the demand constraints (a.k.a., connectivity require-
ment) while respecting the degree constraints, i.e., degH(v) ≤ Bv for all v ∈ V
(and also minimizing the cost). To the best of our knowledge, the best known
result is due to [20] whose authors presents a bicriteria approximation algorithm
that produces a solution that satisfies the demand constraints and has cost at
most twice the optimum, while degree of each vertex v is at most Bv+6Rm+x+3,
where Rmax = maxi,j di,j . For the special case of the Bounded-Degree Minimum
Spanning Tree problem, where di,j = 1 for all i, j ∈ V , the best possible bicri-
teria approximation was presented in [28]. Their algorithm outputs a minimum
spanning tree in which each vertex has degree at most Bv + 1 for all vertices
v ∈ V . For the case of directed graphs, the Bounded-Degree Minimum Abores-
cence problem was studied in [2]; there, the authors presented an algorithm that
produces a minimum-cost arborescence in which the degree bound is violated by
at most +2.

Partially Connecting the Terminals. Several studies have been con-
ducted on understanding network design problems whose goals are to connect
only k the terminals out of a much larger set (say, from p� k terminals). These
problems are generally harder than the original ones. For example, as we men-
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tioned, the Steiner Forest problem, where the goal is to find a minimum-cost
subgraph that connects a collection of source-sink pairs {(si, ti)}pi=1 ⊆ V × V ,
admits a 2-approximation algorithm [1] based on Primal-Dual approach. The
k-Steiner Forest problem, where we wish to connect only k out of p pairs, on the
other hand, is at least as hard as the Densest k-Subgraph problem (see, e.g., [10,
23]) and thus has no no(1)-approximation algorithm, assuming Gap-Exponential-
Time Hypothesis [23]. Hence, the k-Steiner Forest problem is much harder that
its original problem. One of the most famous outliers-variant of network design
problems is the Minimum-Cost k-Minimum Spanning Tree problem, where we
wish to find a minimum-cost tree spanning at least k vertices. This problem is
APX-hard (c.f. [12]), meaning that there exists no constant factor approxima-
tion algorithm unless P = NP. The current best approximation ratio is 2 due to
[12]; this contrasts to the original problem in which polynomial algorithms are
known. In [6] the authors study the following problem. We are given a metric
with p clients, and an input number k < p. The goal is to cover only k < p of
the clients, and minimize the facility opening cost plus the service cost. The au-
thors give a constant approximation for the problem. In the Cost-Distance Tree
problem we have a collection S of terminals and the edges have both costs c(e)
and length `(e). Additionally, we are given a number k < |S|. The goal is to find
a Tree with at least k terminals and minimize the cost plus the sum of distances
from the terminals to the root. In [17], this problem is given a polylogarithmic
ratio.

Previous work on our problems: To the best of our knowledge, the MD-GST
problem, while natural, had not been studied before. The MDkT problem was
studied only in the (possibly much harder) directed case. The goal to find a
rooted tree with at least k terminals with minimum maximal outdegree. The
best known ratio known for this problem is O(

√
k/d∗) [16] with d∗ the minimum

maximum degree.

2 The reduction from MDkT to MD-GST

Let ρ be the best approximation that we can find for the Minimum Degree Group
Steiner Tree problem. We first give a very simple O(log2 k) · ρ randomized ratio
for the approximation for the Minimum Degree k-tree problem. We then give
deterministic O(log k) · ρ approximating for the problem.

2.1 The simple randomized reduction

We perform the following partition. Create k/(5 log k) empty bins. Throw uni-
formly at random each terminal to a random bin, and let us fix some optimum
solution T ∗ of the MDkT problem instance and denote its maximum degree by
d∗.

Definition 1. A terminal is called a true terminal if it belong to T ∗
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Lemma 1. With probability at least 1− 1/k, each bin contains a true terminal

Proof. The number of true terminals in a bin is a binomial variable with prob-
ability 5 log k/k and k trials. Thus, the expected number of true terminals per
bin is µ = 5 log n. By Chernoff’s bound (see [24])

Pr (µ ≤ (1− δ)µ) ≤ exp(−δ2µ/2).

We plug the right δ so that (1 − δ)µ < 1. This gives δ very close to 1. By
Chernoff’s bound the probability that a bin does not contain a true terminal is
at most 1/k2. Using the union bound, we get that with probability 1−1/k, each
bin contains at least one true terminal.

Lemma 2. With probability 1− 1/k, the resulting MD-GST instance has a so-
lution with maximum degree d∗ containing at least k/(5 log k) terminals.

Proof. With probability at least 1−1/k, every bin has a true terminal. Since each
bin has a true terminal, the MD-GST version can choose at least one terminal
from every bin, and use the optimal tree T ∗ for the MDkT version, to span
the true terminals. The tree T ∗ has maximum degree d∗. This implies that the
created MD-GST instance admits a solution with maximum degree d∗. Clearly,
the tree returned will have at least k/5 log k terminals.

We get that the probability of failure here, plus the probability of failure in
the [11] algorithm is less than 1.

Taking the union of partial solutions over the course of O(log2 k) iterations
(and removing redundant edges), we obtain a tree than spans all the groups
with maximum degree at most O(log2 k · ρ). This gives a simple O(log2 k) · ρ
approximation algorithm for MDkT.

2.2 An alternative deterministic algorithm

Definition 2. Let the terminals be 0, 1, . . . , q − 1 and assume a random order.

Lemma 3. The MDkT problem admits an O(log k · ρ) approximation.

Proof. We build k bins and use two points based sampling (see [24]). This method
is also used in designing universal hash functions (see [24]). Let p be a prime
such that 4k2 ≤ p ≤ 8k2.

1. Choose a number a, at random, from 1, 2, . . . , p− 1.
2. Choose a number b, at random, from 0, 1, . . . , p− 1.
3. Vertex 0 ≤ i ≤ q − 1 is assigned to bin ((ai+ b) mod p) mod k.

Any true terminal i is first matched to a random number in 0, 1, . . . , p. The
values that will reach bin j are j, j + k, . . . , j + α · k for the maximum integer
α such that α · k ≤ p − 1. In the worst case, j = k − 1. Thus, the question is
how large is α in the inequality (k − 1) + α · k ≤ p− 1. Choosing α = (p− k)/k
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achieves the desired bound. Since α is an integer, clearly, α ≥ p/k−2. Thus, the
probability that a terminal i reaches a bin j is at least 1/k − 2/p.

Let Xij be the event that a true terminal i reaches bin j. By the above,
Pr(Xij) ≥ 1/k−2/p. We use the fact that the event that i is put in bin j and the
event that i′ 6= i is put in bin j are pairwise independen, so Pr(i and i′′ is put to bin j) ≥
(1/k − 2/p)

2 ≥ 3/(4 · k2).
We bound from below the probability of the union using the first two terms

of the inclusion exclusion formula:

Pr(

k−1⋃
i=0

F zi ) ≥ k · 1

k
−−

(
k
2

)
3k2/4

≥ 1

4
.

Thus, for every bin, the probability that it contains a true terminal is at least
1/4 and, in expectation, there are k/4 full bins.

Apply the ρ approximation algorithm for MD-GST for covering only k/4
groups. There must be a pair for which k/4 bins contain true terminals. Thus,
there is a solution with optimum maximum degree and optimal cost that contains
at least k/4 bins of true terminals. Our solution will be of low degree and cost
and will contain some k/4 arbitrary terminals, not necessarily true terminals
(but this does not matter).

This ends the reduction to the MD-GST problem. By the assumption, we
find tree of maximum degree at most ρ · d∗ that covers at least k/4 terminals.
Applying this O(log k) times, with probability 1, a maximum degree O(log n)·ρ·d∗
results. The approximation for the cost is O(log k) · ρ.

3 Approximating MD-GST when Input is a Tree

Here we present an approximation algorithm for MD-GST, which is based on the
tree-rounding algorithm for Min-Cost GST in [11]. Note that while there exists
an alternative combinatorial algorithm in [7], which can be easily generalized to
the minimum-degree and degree bounded variants, the algorithm itself is hard to
describe. Therefore, we present the algorithm in terms of the simpler LP-based
method of [11].

The tree case allows solving a stronger problem of the Bounded-Degree Group
Steiner Tree problem, in which we are required to bound both the cost and the
degree violation.

The linear program we use is partially based on the LP of [11]. However, we
add extra valid inequalities. Let d be the optimum degree for the tree instance.
By looking at all possible values of d and taking the minimum for which the
algorithm below works, we can guess the value of d efficiently. Let us denote
E(v) be child-edges of v, i.e., the set of edges that go from v to its children, and
denote by ev the parent edge of v that is the edge connecting v to its parent.

Our algorithm solves the following LP-relaxation and applies the tree-rounding
algorithm in [11]: marks each edge e ∈ E(v), for v ∈ V , with probability xe/xev
and choose all the edges whose all the ancestor edges are marked to the solution
subgraph (note that, for the root vertex r, xer = 1).
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Minimize:
∑
e∈E xe · ce

Subject To: ∑
e∈δ(S) xe ≥ 1 ∀S ⊆ V \ {r} such that ∃gi with S ∩ gi 6= ∅∑
e∈E(v) xe ≤ xev · dv ∀v ∈ V

xe ≥ 0 ∀e ∈ E

Lemma 4.
∑
e∈E(v) xe ≤ xev · dv is a valid inequality.

Proof. If xev = 0, then none of the edges touching v belong to the solution.
Otherwise, if xev = 1, then we get

∑
e∈E(v) xe ≤ dv · xev = dv. Hence, all

inequalities added are valid inequalities.

Corollary 1. For every vertex v ∈ V ,
∑
e∈E(v)

xe

xev
≤ dv.

Lemma 5. After the rounding of [11] with probability at least 1−1/n the degree
of every vertex v is O(log n · dv/ log log n).

Proof. Given Bernoulli variables whose summation has expectation µ, we have
by Chernoff’s bound [24] that

Pr (X > (1 + δ)µ) ≤
(

eδ

1 + δ1+δ

)µ
.

Since an edge e ∈ E(v) is added with probability xe/xev and the events on
different edges are independent, by Corollary 1, the degree of v is the sum of
independent Bernoulli trails Xi, whose expectation is (at most) dv. Taking δ =
4 log n/ log log n we get that the probability that deg(v) > 4 log n · dv/ log logn
is at most: (

e

(4 log n/ log log n)4 logn/ log logn

)dv
<

1

n2
.

By the union bound, with probability at least 1− 1/n every degree is bounded
by 4 · log n · dv/ log log n.

If dv is large (say Ω(log n)) we can get a better ratio. But it is likely that
the hardest case for this problem is the case that all dv’s are constants. The
rest of the analysis is the same as in [11], which gives an O(log2 n)-approximate
solution for the cost with high probability. The algorithm can be derandomized
using the technique in [5].

Theorem 4. The Bounded-Degree Group Steiner Tree problem admits a bicri-
teria approximation algorithm that outputs a solution subgraph with cost at most
O(log2 n) of the optimum and each vertex v has degree at most O(log3 / log log n)·
dv.
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4 A polylogarithmic ratio for the MD-GST problem on
bounded treewidth graphs

Definition 3. A tree decomposition is of a graph is a tree on a collection X =
{X1, ..., Xn} of subsets of vertices, called bags such that the following holds.

1. For every edge (v, w) in the graph, there is exists a bag Xi that contains both
v and w.

2. The subgraph of all the bags containing a vertex v is a subtree of T

The width of a tree decomposition is the largest size of Xi minus 1. The treewidth
of a graph G is the smallest width a tree decomposition over all the possible tree
decompositions of G.

Definition 4. A set X is called a separator if after the removal of X, every
connected component in G−X contains at most 2n/3 vertices. A set of size at
most k is a semi-separator if its removal gives connected components of size at
most 4 · n/5.

The following theorem is a folklore.

Theorem 5. For a graph with treewidth k admits a size k + 1 separator.

We use the following more practical algorithm [26].

Lemma 6. There is a linear time algorithm that finds a semi-separator.

Such an algorithm gives a a set of size k, whose removal gives connected com-
ponents, each of size at most 4n/5 which is enough for what we need.

For simplicity, we use the term separators instead of semi-separators, since
any division to constant fractions of n will do. We build a DFS-Like tree of
(semi) separators.

Separator-Tree G(V,E)

1. Set C ← G; D ← ∅. k + 1 vertices do:
2. while there is connected component H ∈ C of size at least k + 1, do

(a) Find a Separator SH of H of size k
(b) Delete SH from H and add it to D.
(c) Add all the connected components resulting by removing SH from H,

into C.
3. Add all connected components of size at most k to D.
4. Return(C,D)

Connect-Separators G(V,E), {Si}

1. If S is a leaf separator then connect all the vertices in S via k − 1 shortest
paths from some vertex u ∈ S to all the vertices in S − u

2. Else let the root separator be S and let TS be the tree of sets rooted by S.
3. Let u ∈ S be an arbitrary vertex in S.
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4. Connect u to S − u using only vertices of TS
/* The edges of the ancestors sets of S are not used here */

5. Let the children separating sets be {S1, S2, . . .}.
6. Apply recursively the algorithm on TSi

for any Si

Consider the root separator S. After S is removed let the connected compo-
nents be G1, G2, . . ..

Lemma 7. When we connect a separator Si in some Gi, we do not use edges
touching ancestors of Si. There are no edges between Si, Sj, i 6= j, of the same
level (the same distance from the root) The vertices and edge of {TSi} in the
same level are pairwise disjoint

Proof. The fact that edges of ancestors of Si are not used to connect Si follows
from Line 4 in Algorithm Connect-Separators. The second and third claim follows
from the DFS structure of the tree.

Remark: There is no need to use ancestors of Si to connect a separator Si. The
set Si is a part of a connected components Gi. Thus, we can add paths that
connect vertices in Si using edges restricted to Gi

Lemma 8. The total degree added for a vertex in the procedure that connects
the separators, is O(log n)

Proof. By Lemma 7, the trees TSi for {Si} of the same level, are vertex disjoint.
Thus connecting the separator Si with k − 1 paths adds at most 2k edges to
vertices in TSi

. Since the degree of a vertex grows only due to at most one Si
(its ancestor in the level) the claim follows from the fact that the tree has height
O(log n).

Remark: The fact that connecting edges of separators does not require edges
to ancestors of these separators is crucial. Indeed a level i may have a very large
number of separators. And if all of them use edges to the root separator set Sr,
the degree would have been unbounded.

4.1 After the separators are connected

Since the sets are connected we can contract every set into a single vertex,
resulting in a new graph G′ of vertices (not of sets). The backward edge join
vertices and not sets. Note that G′ contains all the non contracted edges of G.
Let T be the tree resulting from G′ without the backward edges.

Let d∗ be the minimum possible degree. We show that the tree T contains a
subtree solution with degree at most O(log n) · d∗.

The following algorithm we use information on OPT that we do not know.
Since OPT is not known, the proof is existential.

The optimum may contain edges of T or backward edges. Since (after the
contraction) these are all the edges that remain. Let the contracted root be r.

Algorithm Discard-Back-EdgesT (G, r)
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1. While there is a backward edge (r, w) in OPT do
(a) Remove (r, w) from OPT
(b) Add the path Pr,w from r to w in T to OPT

2. Return the resulting graph

Algorithm Tree-Reduce(OPT, u).

1. If the height of the tree is at least 2 do
2. Apply Algorithm DRB on OPT, u
3. For every child w of u apply the algorithm recursively on Tw

Lemma 9. Algorithm Tree-Reduce increased the degree of every vertex by at
most O(log n) · d∗.

Proof. The new solution removed all backward edges; hence, it is a feasible
subtree of T . Feasibility is maintained because all backward edges of a root r
are replaced by paths. Because of the size of the separator is k and since at most
d∗, backward edges touch any vertex, each one of the k vertices contracted into
r has at most d∗ downward edges. A collection of k · d∗ paths can increase the
degree of any vertex by at most 2 · k · d∗ = O(d∗). By the recursion and since
the height is O(log n), the claim follows.
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